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Key Takeaways
The continuous automatic optimization of end-to-end application stacks can
free up 50% of operator time by shattering the proportional relationship between
adding more application capabilities and requiring additional human operators.

Reinforcement learning prioritizes issues based on the predicted impact of
identified data patterns on a human-defined set of business key performance
indicators (KPIs) without humans manually setting monitoring thresholds.

If the required data streams are available, the self-driving data center (SDC) can
free up the approximately 50% of data center and cloud infrastructure resources
that are currently wasted through overprovisioning.

For optimal efficiency gains, the SDC requires a comprehensive stream of full
stack input data (logs, traces, and metrics).

The concept of the self-driving data center aims at automatically optimizing the
performance, cost, compliance, reliability, and security of the overall application
stack based on business requirements.
The SDC is a concept that uses reinforcement learning-driven automation to continuously monitor and optimize application performance, cost, compliance, and
reliability. Automatic optimization, issue remediation, and issue resolution consider the comparative importance of business services and applications.

The SDC can learn from the successes and failures of similar organizations by
ingesting aggregated streams of operations data that enable it to recognize operational risks and optimization potential based on what has worked for others
and what has failed.
The SDC continuously learns from the impact of its own automated actions
and from the impact of interfering factors, such as “human intervention,” “bad
neighbors,” and “external factors” (such as local infrastructure outages).
Compared to humans, the SDC can process and analyze an infinite amount of
data in order to continuously make optimal decisions.

Key Takeaways
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Business Case

Challenge: Optimize
Current Spending

Solution: Self-Driving
Data Center

Corporate IT, DevOps, and software development teams must deploy and operate traditional
monolithic enterprise applications and modern
cloud-native apps side by side. At the same time,
the business expects more frequent releases and a
continuously optimized end-user experience, all
without increasing cost or decreasing service quality, compliance, or reliability. In a nutshell, the
business is asking corporate IT to shatter the traditional vicious rectangle that forces enterprises
into a compromise between release speed, product
quality, cost, and innovation.

The concept of the self-driving data center (SDC)
aims to help enterprises maximize the value of
their current resources located in a data center,
public cloud, and at the edge by continuously optimizing the alignment of infrastructure operations
with business key performance indicators (KPIs).
By permanently watching infrastructure resource
utilization within the context of application requirements and an average of 250 monthly public cloud
API changes by AWS, Azure, and GCP, the SDC aims
to significantly curb today’s infrastructure inefficiencies and allow enterprises to ultimately run up
to 50% more applications on already existing data
center and cloud infrastructure.

The SDC continuously optimizes resource allocation and operations parameters of software-defined
storage, network, and compute based on current
and future requirements of business applications.
Deep reinforcement learning algorithms help the
SDC to continuously enhance the impact of its
actions and to provide human operators, SREs,
and developers with contextualized information,
scenario analysis, automatic root cause analysis, and contextualized business-centric alerts
for fast and accurate human decision making.
Feedback learning principles can enable organizations to additionally optimize DevOps pipelines,
SRE workflows, and developer productivity. The
gains of deep reinforcement learning-driven automation can translate into the release of four times
more software features in a 70% increased software
release frequency, without cost increase.

SPEED

01

INNOVATION

QUALITY

04

02
03

COST

Additionally, the SDC aims to free up the “other
50%” of IT operator productivity that is typically
lost by forcing human operators into manually
completing tasks with insufficient contextual
information regarding application and business
requirements on the one hand and infrastructure
capacity and capabilities on the other.

Self-Driving Data Center
Telemetry Data

Business KPIs

Automatic
Optimization

Target Variables
50%

Average Staff Efficiency
Average productivity of software developers,
DevOps engineers, security engineers,
SREs, and general IT operators.

50%

Average Infrastructure Utilization
Average utilization level of data center and
public cloud infrastructure. This number applies
independently of the deployment model (bare
metal, virtual machines, containers, or serverless).

Application

API / Hypervisor / Kubernetes

Automation / Orchestration

Compute

Network

Storage

Business Case, Chalenge, and Solution
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Basics of the Self-Driving Data Center
The SDC leverages reinforcement learning to continuously hone its ability to optimally place, scale,
run, and operate application stacks in a business-centric manner. Each time the SDC receives
a reward in response to a decision that positively
impacted business KPIs, the underlying reinforcement learning algorithm adjusts the deep
learning-based prediction model for enhanced
future accuracy.
The SDC might suppress what would otherwise
have been a high priority alert of impending
latency issues for a business-critical application
due to its observation that the root cause for the
increasing application latency lies in the fact that
a marketing database is sending out a massive
volume of promotional emails. Based on past experience translated into optimizations to the deep
learning model, the SDC can predict that this process will take no longer than 30 minutes and will
therefore conclude that there is a high probability of application latency going back to normal in
the end. Should this prediction turn out as false,
the reinforcement learning loop will adjust the
deep learning model to enhance future prediction
accuracy.

The Essence of
Reinforcement Learning
Reinforcement learning models can eventually
learn to make near-optimal decisions in complex
situations simply by observing the impact of their
own actions on the environment over time. Here,
it is key for learning models to be able to factor in
the impact of internal and external context factors that are outside of their control. This includes
the actions of humans overwriting decisions of the
learning model, ignoring alerts, or selecting a specific response scenario provided by the learning
model.

Deep
Reinforcement
Learning

Actions

Business KPIs

Application
Stack Metrics

Jumpstarting the SDC
For the SDC to become instantly usable, enterprises can feed its learning models with historic
data that reflects multiple years’ worth of causal
relationships between system changes, environmental factors, and business results. To further
boost model performance, organizations can add
“superpowers” to the SDC by providing access to
security feeds, technology data feeds, or aggregated operations data from specific industries and
company sizes.

Basics of the Self-Driving Data Center
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Key Advantages of Deep Reinforcement Learning
Instead of processing data through a set of human-created rules, the concept of
deep reinforcement learning enables humans to train learning models by providing sample data, parameters, and feedback loops to learning algorithms.
These trained learning models are then able to respond to situations that are
similar, but not the same, as the examples they were trained on.
The advantage of leveraging learning models instead of coded rules lies in the
ability of the trained model to make high probability predictions for cases that
were never codified. Self-driving cars will do their best not to run over pedestrians of any kind, without having been provided with images of every human
being on the planet. They will also evade pedestrians on different types of roads,
during different weather conditions, at different times of day, wearing different
clothes, and walking alone or in groups. They will even recognize them crawling
on their knees or chasing after a soccer ball. A self-driving car comes with learning models that might automatically decrease speed and prime the brakes when

its sensors detect a soccer ball on the road, as the learning model has drawn the
connection between “soccer ball” and “small pedestrians chasing after it.”
The same principle enables the SDC to learn how to predict and proactively
prevent downtime, how to optimize specific application stacks for cost, performance, or availability, how to place and scale applications based on their
specific technology and business requirements, and where to find problems
regarding the installation, performance, security, availability, scalability, and
upgrade process of Kubernetes applications. The simplified example graph
shows the most frequently occurring topic clusters related to Kubernetes installation problems in 2021.
Since the example of Kubernetes installation occurred on the Google Cloud
Platform, the SDC can instantly zoom into the most likely Google Cloud-related
problems.

Source: 845 questions on Stackoverflow related to Kubernetes installation, Jan 01 - May 21, 2021

Key Advantages of Deep Reinforcement Learning
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Optimizing Business KPIs
The five key characteristics of the self-driving data center all aim toward optimizing human efficiency and infrastructure utilization through a combination
of reinforcement learning and automation. The data-driven framework of the
SDC treats complexity, continuous rapid change, more and faster software

releases, and tighter compliance regulations as a deep learning challenge where
enterprise-specific learning models are trained and continuously enhanced to
automate IT operations, with a constant focus on optimizing business KPIs.

The Five Key Characteristics of
the Self-Driving Data Center
Continuous Optimization
Permanent reevaluation of resource allocation and configuration based on
relative business impact.
Automatic Prioritization
Prioritization of alerts, issue resolution actions, and human tasks based on
current business context.
Injecting Superpowers
Learning from external data streams to recognize, prevent, and remediate
known issues-while at the same time benefitting from industry best
practices.
Cloud Independence
The reinforcement learning algorithms of the SDC can ultimately support,
compare, and optimize application stacks on any cloud.
Learning from Humans
The SDC learns from context-specific human behavior and preferences
to understand when and how humans want to be included in the decision
process.

Challenges
Addressed
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AWS, Azure, and Google
Cloud jointly oﬀer 800
diﬀerent cloud services

61% YoY increase in the
number of organizations
using multiple clouds for
the same project

250 monthly API
changes on AWS, Azure,
and Google Cloud

48% of cloud engineers
are specialized on a
single cloud

The Five Key Characteristics of the Self-Driving Data Center
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Five Essential Principles of Reinforcement Learning
To understand the opportunities and limits of the self-driving data center, it is
helpful to briefly dive into the state of the reinforcement learning discipline.
1. Iterative Number Crunching: Yann LeCun created the discipline of
deep learning in 1993, when he published a video showing his neural
network recognizing handwriting it had never seen before. While in
LeCun’s spectacular proof of concept the challenge was about image recognition, the same neural networks are used today for all advanced deep
learning challenges. In the example of the self-driving data center, all
users need to do is translate the text-based input data into numerical
vectors representing the relative position of each term within its context. Then, the neural network iterates through where and how these
vectors are used within the overall body of data to learn about their contextual significance and meaning.
2. Learning Contextual Meaning and Significance: Neural networks
do not have an existing understanding of specific key terms like humans
do. The idea of deep learning is based on the simple assumption that if
users show the learning algorithm a sufficient number of examples of all
topics they are interested in, the algorithm will create a reliable learning
model that can predict outcomes within its scope.
3. Understanding Model Scope: Feeding a deep learning algorithm with
thousands of past examples for performance degradation in the corporate data center allows the algorithm to create a neural network that
can predict constellations where performance degradation is imminent.
The more examples this model receives, the earlier and more accurate
these failure warnings can become. However, once people start using
AWS, Google Cloud Platform, Azure, and other public clouds, they need
to test the reliability of the existing neural network again for these individual clouds. Maybe the learning model will work just as well to predict

performance degradation on these public clouds. Still, it is possible for
these predictions to lose accuracy in specific areas, e.g., database performance or serverless functions. It is also possible to receive vastly
different prediction quality for one public cloud compared to the others.
Therefore, there is no way around thoroughly testing and tuning a
learning model for each additional cloud.
4. Continuous Testing is Key: Without continuous testing and revision,
model predictions often drift away from the actual corporate context.
This is difficult for humans to understand because they cannot know
which parts of the current corporate context matter versus which part
the learning model can handle without any accuracy degradation.
5. Continuous Feedback is Vital: The stronger the continuous feedback
loop that connects the impact of automated actions, human actions,
and situational factors to the learning model’s prediction quality, the
more robust a learning model will be when it comes to weathering context changes. For example, an organization has started to receive a high
volume of false alerts after the adoption of an NoSQL database platform.
Feeding each one of these false alarms back into the learning model provides the learning algorithm with the example data required to adjust
its prediction model to this new database type. There is no simple way to
initially tell how long this adjustment may take, though.

EMA Perspective
For the algorithm to reliably receive feedback on its own input actions and on
input actions from human operators and other systems, the enterprise must
ensure the availability of a comprehensive and consolidated stream of operations data.

Five Essential Principles of Reinforcement Learning
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The Criticality of the Self-Driving Data Center
There are three general aspects of application complexity today. First, there is
a vast number of choices for application development and DevOps teams when
assembling a new cloud-native application stack. Second, transitioning toward
a distributed application paradigm means that one single application can now
consist of numerous loosely coupled microservices operated by different teams.
Third, the number of cloud services offered by public cloud and data center

vendors continues to rise rapidly, leaving organizations with numerous options
for deploying their selected application stack on the same cloud. The resulting
complexity in terms of application stack deployment, pipeline management,
and operations management has resulted in approximately 50% overhead cost
in terms of human efficiency and application resource allocation.

The Criticality of the Self-Driving Data Center
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1. Application Stack Complexity
Based on the CNCF classification
of cloud-native software products, the cloud-native application
stack consists of 936 products in
seven categories and 27 subcategories. Following the assumption
that development teams can freely
combine products from all 27 subcategories into one application
stack, there’s a very high number
of permutations: 1.17E+37 (this is
the scientific notation for a number
consisting of 38 digits).

1.17E
+37

Possible technology
combinations per
application stack

Data, Application, and DevOps
Security,
Compliance, and
Automation

Observability

Orchestration and Management

Container Platform

Runtime

Source: GitHub API, October 23, 2021

The Criticality of the Self-Driving Data Center
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2. Microservices Dependencies
Subdividing monolithic applications into 10, 20, or more
microservices that are maintained
and continuously delivered by
semi-independent development
teams dramatically increases code
complexity. Different teams, inside
and outside of the organizations,
might follow different development
practices, use different languages,
and rely on different test tools. The
self-driving data center uses AI/
ML to track dependencies between
these loosely coupled microservices to be able to optimize cost,
performance, and compliance on a
continuous basis.

1025

Number of microservices
replacing a traditional
monolithic enterprise
application

Before
Modernization

After Modernization

API

UI / API

Business
Logic

Backup

Automation

Compliance

CI/CD

Database

API

Business
Logic

Database

Performance

Collaboration

API

Business
Logic

Database

Operations

DevOps
Pipeline

API

Business
Logic

Database

Availability

Metrics

Security

Security

Monitoring

Visibility

Authentication

Business Logic

User
Interface

API
Gateway
Authentication

Database

API

Business
Logic

Database

The Criticality of the Self-Driving Data Center

.8

EMA Research Report | The Self-Driving Data Center in 2021

3. Cloud Infrastructure Complexity
AWS, Azure, and Google Cloud
Platform combined offer approximately 800 different cloud
services, at IaaS, PaaS, CaaS, and
SaaS levels. On average, there are
approximately 250 monthly API
changes across all three clouds. To
further increase complexity, there
is a constant stream of new product offerings, pricing changes, and
contractual intricacies.

800

Number of public cloud
services offered by
AWS, Azure, and Google
Cloud combined

250

Average number of monthly
API changes between AWS,
Azure, and Google Cloud

All 238 AWS Services

All 188 Azure Cloud Services

EMA Perspective
The SDC regards application
deployment, pipeline management, and operations management
as a data analytics challenge where
reinforcement learning algorithms continuously optimize the
impact of applications on business KPIs. The key role of human
staff is to ensure the availability of
the required input data sources,
making the business KPIs available to the learning models and
continuously testing the optimal
operation of these learning models.

All 217 Google Cloud Services

Source: Azure API, AWS API, GCP API, November 21, 2021

The Criticality of the Self-Driving Data Center
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Core Concept of the Self-Driving Data Center
1. The SDC receives a continuous stream
of logs, metrics, and traces from across
application stacks. Additionally, the
SDC requires data that reflects situational parameters such as human actions,
changes in compliance regulations, seasonal information, etc.
2. The SDC conducts a scenario analysis to
predict which actions have the highest
probability to optimize target variables
such as performance, cost, reliability, and
compliance.

Continuous Improvement Through Deep Reinforcement Learning
Input Data

Scenario Analysis

Independent Variables
Logs

Metrics

Traces

1
Situational Parameters
Human
Actions

Date/
Season

5. During these continuous feedback loops,
the SDC creates and continuously enhances
a company-specific unified model of how to
optimally align the deployment and operation of application stacks with business
KPIs (target variables).

2

Validation

Conﬁguration Changes

Target Variables

6

Security Data

Historic Data

Industry Benchmarks

Performance
Cost

Application Placement
Reliability

Reinforcement

Cross-Company Data

3

Resource Allocation

Escalation

Compliance Regulations

3. The SDC executes these actions and validates their actual impact on the target
variables. To “understand” causalities, the
SDC needs to consider external factors (situational parameters) in addition to its own
actions.
4. Based on the result of this causal analysis,
the SDC recalculates its scenario analysis
and determines a new set of actions.

What actions will
change the
independent variables
to optimize our target
variables, given the
current situational
parameters?

Actions

Compliance

4

Uniﬁed Model
The SDC continuously
creates a uniﬁed model
of how to optimally
deploy, run, operate,
and manage diﬀerent
applications under
diﬀerent situational
parameters and on
diﬀerent data center
and cloud
infrastructure.

5

6. Making additional data sources, such as
streams of security data, industry-specific performance data, etc., available to its
deep reinforcement learning algorithm can
enhance prediction performance.
Core Concept of the Self-Driving Data Center
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Complexity Pressure: 40% Increase in
Cloud-Native Complexity Between 2019 and 2021
Cloud-native complexity, measured by the total number of technologies that
can be combined into an application stack, increased by 40% between 2019 and
2021. This rapid increase in application complexity amplified complexity pressure on corporate IT, DevOps, and site reliability engineering. Today, these
personas spend up to half of their workday finding decision-relevant information for specific tasks and use cases.
Most of today’s severe application outages start as seemingly insignificant
changes to a small part of the overall application stack, with individual engineers lacking the complete context information for connecting the “dots” to
vital parts of the application that would suddenly fail at a much later stage.
“When we upgraded our network infrastructure, we were unaware of the
implications this could have on certain applications that ran on Kubernetes
in their own, seemingly isolated, environment. We only found out two weeks
later when our end-users complained about seemingly random performance
dips,” says the senior director of network operations of an assembly machine
manufacturing company. This underlines the importance of an SDC that can
enhance human productivity by providing decision-relevant data, recommended actions, and ultimately, fully automated workflows.

Number of Cloud-Native Technology Combinations Over Time
3,689
3,483
3500

3000

2500

2,572

2,638

2018

2019

2,191
1,825

2000
1,475
1500

1000

500
0
2015

2016

2017

2020

2021

Source: Stackoverflow API

Complexity Pressure: 40% Increase in Cloud-Native Complexity Between 2019 and 2021
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ITOps as a Big Data Challenge
The SDC regards infrastructure operations as a
data analytics challenge, with business KPIs (user
satisfaction, operating margins, and number of
transactions per time period) as the dependent
variables (1) that must be optimized by turning
“knobs and dials” within the application stack (2).

3

4

Trends
Causalities

Prioritization by
Predicted Business Impact

Scenario Analysis

Actions

Dependencies
Conﬁguration

The SDC defines and prioritizes actions based on
their predicted business impact (3). This business impact depends on numerous factors inside
and outside of the affected application stack and is
guided by current business priorities.
The SDC enhances its ability to understand the
impact of its own actions on business KPIs by continuously analyzing changes of trends, causalities,
dependencies, and anomalies in response to these
actions (4). This constant data analysis goes significantly beyond the capacity of humans to conduct.

The Role of Humans
To optimize the performance of the SDC, human
operators need to focus on providing access to
operations data and business KPIs for the SDC to
optimally train its learning models. As a reward,
humans will receive continuous business-driven
automation, contextualized alerts, automatic root
cause analysis and repair, and the ongoing ability
to access contextualized information for proactive
planning.

Anomalies

Human Interaction
Updates
Reinforcement Learning

Upgrades
Resource Allocation

1

2

Business KPIs

Application Stack Metrics

App Placement
Scaling
SLAs / SLOs

Performance

User Satisfaction /
Turnover

Cost

Onboarding Cost

Security

Operating Cost

Dependencies

Shopping Cart
Abandonment Rate

Reliability

Program ROI

Compliance

Alerting

ITOps as a Big Data Challenge
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Continuous Optimization
The central goal of the SDC is the instant recognition of data patterns and anomalies that could
negatively impact business KPIs (1). If a deeper
analysis confirms negative business impact (2)
the SDC will calculate the best possible response
scenarios (3) and determine if human approval

is required (4). Once the remediation action is
performed, the cycle starts again from the beginning (5), with the underlying deep learning
model revised based on the correlations between
these recent actions and changes in the application stack’s operations data. This reinforcement

learning process, as illustrated on page 5, is crucial
for the SDC to gradually learn the inner workings
of the organization to increase its efficiency and
decrease human workload.

Human
Stakeholder
Approves
Recommended
Actions

Yes

Alert Human Stakeholder
Yes

4
Perform
Automated Actions
App Stack

No

Human
Input
Needed

5
3

APIs
Web
Server
Database

IAC

Container
Runtime
Web
Server

Yes

App Stack Operations Data
Logs

Metrics

Traces

Logs

Metrics

Traces

Brain of the Self-Driving
Data Center

1

Automation

Database

Logs

Metrics

Traces

Storage

Container
Runtime

Logs

Metrics

Traces

Performance

Latency

Network

Kubernetes

Logs

Metrics

Traces

Downtime

Cost

Server

Operating
Systems

Logs

Metrics

Traces

Compliance

Security

2

Negative
Business Impact
Predicted

Calculate Response
Scenarios

No

Yes

Potential for
Optimization
Identiﬁed

No

No Action
Needed

Business KPIs

Continuous Optimization
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The Importance of Internal and External
Data for Optimal Decision-Making
Internal Data Sources

External Data Streams

The SDC continuously analyzes operations and DevOps data from
numerous sources to optimize application environments for cost,
performance, security, availability, and compliance. For optimal decision-making, the “brain” of the SDC requires a comprehensive stream
of input data coming from six major categories.

External data streams can add contextual data specific to the industry,
project type, technology, and company size. This enables the SDC to
recognize situations that have led to positive or negative outcomes for the
company’s peers and take appropriate action. The infusion with external
data can show its value in a smaller context (preventing basic configuration mistakes that can lead to customer-impacting disasters down the
road) and in bigger-picture situations (flagging that an industry-specific
application tends to run into performance issues when hosted on a specific set of public cloud or data center infrastructure resources).

1. Operations Data: Logs, events, alerts, and timetables for
planned upgrades and migrations are at the foundation of the
data model for the SDC.

Continuous
Optimization

2. Business Data: Sales pipeline data, ticket data, and information on upcoming events and campaigns provide important
decision context.

5. Site Reliability Data: The remaining failure budget, current
service-level indicators (SLIs), and the availability of on-call support and rapid rollback capabilities are critical decision factors.
6. Cost Data: The AI needs to consider the costs of cloud
resources, data center infrastructure, salaries, and software
licensing.

1. Application-Specific Operations Data: Prevent cost overruns, performance and user experience degradation, security
vulnerabilities, compliance issues, and downtime.
2. Industry Data: Identify industry-specific trends, problems,
and optimization opportunities.

3. DevOps Data: Data on planned releases, upgrades, and current
product performance constitutes one more guiding factor.
4. Cyclical Factors: The decision model needs to know relevant
recurring events, such as business-relevant holidays.

Types and Impact of External Data Streams

3. Project Metrics: Recognize risks and opportunities for projectspecific context.

AI

4. Company Size: Accelerate root cause analysis, enhance scenario analysis, and proactively recognize and fix issues earlier.
5. Compliance and Security Data: Sensitize the AI algorithm to
compliance and security challenges and provide optimization
recommendations.

The Importance of Internal and External Data for Optimal Decision-Making
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Real Life 2021 Operations Challenges:
Connecting the Dots
The automatic clustering of 19,543 IT operations issues posted to
Stackexchange between January 1, 2021, and June 30, 2021 shows over one
million dependencies between five key areas of IT operations.
• Linux: This section includes all Linux administration tasks, including storage, backup, and virtualization. Linux directly connects to
networking through iptables and SSH encryption.
• Networking: The networking section focuses on iptables, VPN, and
routing. Networking connects the Windows and Linux universes.
• Windows: The Windows operating system for desktops and servers
directly connects to Active Directory and the Azure cloud.
• Docker, Kubernetes, Nginx: The Docker container runtime,
Kubernetes container orchestrator, Nginx ingress controller, and API
gateway tie together AWS and Google Cloud Platform public cloud
services.
• Domain Name System (DNS): By definition, the DNS section connects the other four areas of the IT operations universe.

EMA Perspective
The chart illustrates the high level of interconnectivity between traditional IT issues and modern ones. Linux administrators need to work with
the container team to provide optimal OS images for cloud-native use. At
the same time, they need to work with the networking team, the cloud
engineering team, and numerous other teams to coordinate requirements.
Reinforcement learning algorithms can provide significant help when it
comes to optimally configuring application stacks based on cost, performance, and compliance requirements.
Source: All 19,543 questions on Stackexchange Serverfault, Jan 01 - June 30, 2021

Real Life 2021 Operations Challenges: Connecting the Dots
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IT Operations Challenges in 2021
Approximately 50% of IT operations challenges are
related to the configuration of infrastructure and
corresponding software applications. The chart
shows generic Linux-related configuration tasks
and tasks specifically related to individual Linux
distributions as the most frequent configuration
tasks. Next comes Nginx ingress configuration and
general networking tasks, while Kubernetes and
Docker complete the top ten critical configuration
challenges for IT operations.
Approximately 30% of manual operations tasks
fall under the “installation” label, with “operating systems” (Windows and Linux distributions)
taking the top spots, and Kubernetes container
orchestration and Nginx ingress control completing the top ten installation challenges.
Kubernetes, AWS, and Docker dominate the
deployment challenges, while AWS, Docker, and
generic networking take up approximately twothirds of the migration pie. Nginx ingress control
takes up over 50% of the “upgrade” pie, while
Kubernetes exactly reaches the 50% mark for the
integration pie.

Configuration

9.84%
Kubernetes

15.03%
Linux

18.13%
Nginx

8.81%
SSH

12.44%
Networking

10.36%
Ubuntu

6.22%
Centos

Installation

10.34%
Centos

6.9%
Kubernetes

19.83%
Linux

5.17%
6.9% Amazon 6.9%
Nginx Web Docker
Services

6.9%
7.76%
SSH Networking

15.52%
Ubuntu

13.79%
Windows

Deployment

EMA Perspective
Configuration, installation, and deployment of
operating systems, cloud-native technologies, and
networking components make up nearly 90% of
operations-related manual tasks in today’s hybrid
multi-cloud.

7.77%
Amazon 7.25%
Web
Docker
Services

18.18%
Amazon
Web
Services

36.36%
Kubernetes

0%

10%

20%

11.36%
Docker

30%

9.09%
Ubuntu

9.09%
Windows

40%

50%

Source: All 19,543 questions on Stackexchange Serverfault, Jan 01 - June 30, 2021

IT Operations Challenges in 2021
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IT Operations in 2021:
Hybrid Multi-Cloud Pressure
Based on the same 19,561 Stackexchange records as the previous two
charts, this chart provides a simplified overview of the mix of traditional and modern IT operations topics taking center stage in 2021.
Linux (1) grabs the center spot on the chart, with direct connections to
traditional topics like email servers (2), file servers (3), virtualization
(4), and VPN (5). Linux also connects to Amazon Web Services (6),
Kubernetes (7), Google Cloud Platform (8), and Azure (9).

4

EMA Perspective

1
3

IT operations face the combined challenge of managing traditional IT
and distributed cloud-native environments at the same time. This is
due to two key facts:
1. Enterprises are only gradually moving to a cloud-native architecture, often leaving the “difficult stuff” in place while it runs
without problem.

5

2

Nginx reverse proxy (10) connects directly to the Docker runtime (11) and
a set of additional network topics (12). However, related network topics,
such as DNS (13), are woven into cloud-native topics, such as AWS (6).

13
8

10

6

2. Cloud-native applications also depend on Linux, mail server
integration, and general network topics.
Combining the two worlds of traditional enterprise application stacks
and cloud-native applications under one roof is a major challenge for
most enterprises since they are trying to avoid adding applicationspecific operations staff and tooling. This is another reason to adopt
the SDC concept, in which reinforcement learning models can simply
learn to predict the business impact of mixing traditional and modern
application components.

11

7

12
9

Source: All 19,543 questions on Stackexchange Serverfault, Jan 01 - June 30, 2021
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DevOps Challenges in 2021
DevOps engineers can observe a head-to-head
race between deployment and configuration
when it comes to the most frequent challenges.
The Kubernetes container orchestrator and the
Docker container runtime appear most frequently
in relation to the individual categories of DevOps
challenges, with Ansible, Terraform, Gitlab, Helm,
and Jenkins making it into the top ten of most of
these categories.
Integration and migration challenges only make
up a combined approximately 10% on the list of
DevOps challenges.

Deployment

33.9%
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14.12%
Docker

5.65%
Helm

8.47%
Jenkins

5.08%
Gitlab

6.21%
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7.34%
6.21%
Terraform Azure

Installation

EMA Perspective
The deployment and configuration of Kubernetes
clusters and the automation of the DevOps
lifecycle are key task categories for DevOps engineers and architects. The rapid increase of
Kubernetes adoption leads to the simplified movement of applications between clouds and the
corporate data center.
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Security, Cost, and Performance:
Three Critical Pain Points
As a direct result of the three levels of complexity illustrated on the previous
page, DevOps engineers and and IT operators regard security, cost, and performance as their top challenges. Security is also a top priority for SREs, with
reliability at number two and performance and reliability sharing third place.
The high importance of cost for DevOps and corporate IT originates from the
growing need to constantly look for an optimal balance between cost and performance when it comes to allocating infrastructure resources to applications
on a daily basis.

Pain Points by Persona
41.8%
6.54%
Security

28.28%
27.21%
61.19%
26.8%
26.17%
28.1%

Cost
11.91%

23.12%

Performance takes the top spot for machine learning engineers and data scientists since both roles are looking for a solid platform to explore their data and
run learning experiments. It is safe to predict a further increase of performance
challenges in this arena.
While not as prominent, performance is also a key concern for developers, with
cost and security in a shared second place. The increased use of machine learning platforms and distributed application architecture in combination with
multi-cloud adoption drive these developer concerns.
Continuously balancing performance and cost while ensuring security, compliance, and reliability constitutes a huge challenge for the SDC. The increasing
adoption speed of distributed microservices applications simply makes it
impossible for humans to continuously solve this puzzle in an application-centric manner. An application-centric data center and hybrid cloud operations
have turned into a big data challenge that is best solved by the AI brain of a selfdriving data center.

EMA Perspective
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Performance
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Compliance

Reliability

6.61%
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1.64%
1.47%
22.94%
1.19%

Availability

3.41%
2.06%
2.33%
16.32%
1.35%

Scalability

The self-driving data center needs to focus on optimizing security, cost, and
performance for IT operations, DevOps engineers, developers, SREs, and data
scientists.
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1.57%
1.81%
2.06%
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DevOps

Source: Stackexchange, Q3, 2021
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EMA Quick Take

1. Get Your Data Ducks in a Row
As in the case of the self-driving car, people need to be aware
of the initial limitations of fully automating application stacks
and DevOps pipelines while taking advantage of what they
can already do. This starts with no longer accepting the traditional separation between the analysis of logs, metrics, and traces
coming from different application stacks and from different data centers
and clouds. The more relevant application data that is made available to
the “brain” of the SDC, the more this “brain” learns to understand how
these variables impact business KPIs.

3. Start Small, but Start Now
The estimated 50% of application resource inefficiencies and the 50% of
human productivity lost through toiling shows that there is a lot on the
table, even in small, seemingly insignificant scenarios.

For SDC vendors, closing the reinforcement learning loop has proven to be a
critical challenge. Each action the SDC brain takes or recommends can have
wide-ranging impact, not only on business KPIs, but also on an infinite number
of input variables in all areas of the data center or hybrid cloud today or at a
future point in time. Therefore, it is critical for SDC vendors and their customers to select their use cases carefully in order to be able to show rapid ROI. This
is the same challenge as in the broader AI/ML field, where a misalignment
between expectations and reality often leads to project failures.
The SDC is critical for organizations to maximize staff and resource efficiency,
since both challenges present big data problems that humans cannot solve.
Optimally implemented, reinforcement learning will ultimately be able to
crush the traditional vicious cycle in which enterprises must choose between
speed, quality, cost, and innovation. Crushing this vicious cycle is the key foundation for winning in the marketplace.
Bringing new product
capabilities to market faster
than the competition.

SPEED

01

04
Reserving a
share of staﬀ
time for
exploration of
topics leading
to increased
customer
value.

QUALITY

2. Add a Data Turbo Boost
External data streams, such as aggregated operations or DevOps data,
compliance data, or industry-specific data sources, can significantly
improve the prediction performance of the SDC brain. For example, the
“brain” might consider moving an application to a different host, but the
inclusion of aggregated issue data could raise a red flag because the current configuration of the designated new host in combination with the
workload in question might have experienced a disproportionately high
number of reliability or performance incidents in the past. This prospect
of learning from the mistakes and successes of others constitutes a significant upside of the SDC.

Last Words

INNOVATION

As in the case of self-driving cars, the concept of the self-driving data center is
only simple and easy to implement within the safety of a controlled environment. As the potential payout of leveraging reinforcement learning to truly
tame today’s increasingly complex application stacks and cloud infrastructure
offerings becomes higher, enterprises need to double down on the following
goals.

Assuring optimal
product and
service quality.

02
03

COST

Delivering and
operating apps at the
lowest possible cost.
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